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Abstract

challenging problem, requiring a robust registration method
that establishes spatial and temporal correspondences for
motion sequences of different identities performing different expressions. To achieve this, we use a multilinear model
as statistical prior. Fig. 1 shows an overview of our method.
We start by building a multilinear model from static 3D face
data in different expressions. We next use this multilinear
model to derive a fully automatic approach to register different motion sequences of 3D faces. While our registration approach is purely geometry-based, texture information could potentially be added to this framework by using
a higher-order multilinear model. We choose an approach
that depends only on geometric information, since this cannot be influenced by illumination changes. Our registration
approach represents a motion sequence by one vector of coefficients for identity, and a high-dimensional curve for the
motion. This representation allows us to use standard techniques to perform statistical analysis of 3D faces in motion.
We demonstrate the virtue of this general technique using
the two aforementioned applications.
In this work, we make the following contributions:
• We introduce a general framework for analyzing 3D
face shapes in motion.
• We apply the framework to two applications: to synthesize new motion sequences, and to recognize expressions.
• We propose a fully-automatic approach to use a multilinear model as statistical prior for registering motion
sequences of 3D faces.

We perform statistical analysis of 3D facial shapes in
motion over different subjects and different motion sequences. For this, we represent each motion sequence in
a multilinear model space using one vector of coefficients
for identity and one high-dimensional curve for the motion.
We apply the resulting statistical model to two applications:
to synthesize motion sequences, and to perform expression
recognition. En route to building the model, we present a
fully automatic approach to register 3D facial motion data,
based on a multilinear model, and show that the resulting
registrations are of high quality.

1. Introduction
The human face is of interest in many application areas,
such as entertainment, medicine, ergonomic design, and security. Therefore, much work focuses on human faces. Recently, the availability of hardware to acquire 3D scans increased, as has the number of available 3D face databases.
With 3D face databases that cover a large variety of face
shapes, methods to perform statistical analysis on them are
becoming increasingly popular. These methods aim to extract general geometric facial characteristics, while finescale facial details, such as wrinkles, are not considered.
While statistical methods are widely used to analyze 3D
face shapes across different identities, and have been used
to analyze shape and expression simultaneously, there is no
general method to analyze high-resolution 3D face shapes
in motion. Statistically analyzing 3D face shapes in motion
has numerous applications. One potential application is to
animate a static scan to perform a given input motion. The
resulting animation does not contain fine-scale geometric
detail but could be combined with texture- and bump-maps
and used in a video game, for instance. Another potential
application is to automatically recognize the expression of
an input sequence of a subject performing a certain motion.
Performing statistical analysis of 3D motion data is a

2. Related Work
While much work focuses on analyzing 2D images of
faces, we mainly focus on work related to analyzing 3D
faces. Our work is most related to previous approaches that
statistically analyze facial surfaces. Blanz and Vetter [5]
propose a statistical model to analyze the shape of 3D faces
across different subjects. This model, called morphable
model, uses Principal Component Analysis (PCA) to compute variations of shape and texture of a 3D face database.
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Figure 1. Overview of the proposed method to analyze 3D faces in motion.

3.1. Multilinear Model

This model has been used in many applications. While
the morphable model focuses on statistical analysis of facial shape, other works statistically analyze the facial shape
together with expressions. Vlasic et al. [19] use a multilinear model, which independently captures variations due to
identity, expression and viseme, and is based on the work of
Vasilescu and Terzopoulos [18]. Vlasic et al. use the multilinear model to modify facial animations in videos, and
to transfer expressions between different identities. Dale et
al. [7] and Yang et al. [21] extend this approach to replace
and edit the performance of facial expressions in videos,
respectively. Amberg et al. [2] propose another statistical
model, based on a combination of PCA models for shape
and expression difference vectors, to edit the facial appearance. In contrast to our work, none of these approaches
perform a statistical analysis of motion data.

We first discuss how to build a multilinear model based
on registered faces of d2 identities in d3 expressions each.
This model separates the variability caused by identity and
expression. The multilinear statistical model represents a
T
registered 3D face f = (x1 , y1 , z1 , · · · , xn , yn , zn ) conT
sisting of n vertices (xi , yi , zi ) as
f (w2 , w3 ) = f + M ×2 wT2 ×3 wT3 .

(1)

Here, M ∈ R3n×m2 ×m3 is a tensor called multilinear model that we learn from the training data, f is the
mean of the training faces (all identities in all expressions),
w2 ∈ Rm2 and w3 ∈ Rm3 are the identity and expression
coefficients of f, and ×i denotes the i-th mode product. The
i-th mode product A ×i U of a tensor A ∈ Rd1 ×d2 ×d3 and
a matrix U ∈ Rdi ×mi replaces each vector a ∈ Rdi of A in
direction of the i-th mode by UT a ∈ Rmi .
To compute this representation, we center each face of
the training data by subtracting the mean face f and build the
centered data tensor A ∈ R3n×d2 ×d3 . The data are placed
within A, such that the vertices of the centered faces are
associated with the first mode of the tensor. The second
mode is associated with the different identities and the third
one with the different expressions.
The orthogonal matrix U2 ∈ Rd2 ×d2 is computed with
a 3rd-Order Singular Value Decomposition (SVD). To this
end, A is unfolded to the second mode to a matrix A2 ∈
Rd2 ×3nd3 , that contains all vectors a ∈ Rd2 of A in direction of the second mode as columns. The matrix U2 contains the left singular vectors of A2 computed using a matrix
SVD. The matrix U3 ∈ Rd3 ×d3 is computed similarly.
Each row of U2 represents one identity of the training
data and each row of U3 one expression. As with PCA, the
dimensions of the matrices U2 and U3 , and therefore the
dimensions of identity and expression space, can be reduced
by truncating columns. The number of remaining columns
is denoted by m2 and m3 , respectively, and the truncated
b 2 ∈ Rd2 ×m2 and U
b 3 ∈ Rd3 ×m3 , respectively.
matrices by U
b 2 ×3 U
b 3.
The multilinear model is computed as M = A×2 U

Zhang and Wei [24] propose to use a multilinear model
of 2D images to transfer facial expression sequences between subjects. Our work allows to extend this method to
3D by solving the challenging task of registering 3D motion
sequences. While Fang et al. [8] also register a database of
3D faces in motion, unlike us, they only provide a spatial
registration and they do not evaluate the fitting accuracy.
Other works propose an object independent representation for 3D motion sequences [1, 6]. While this is related to
our work, we consider human faces, and therefore can learn
a specific space to represent facial movements.
Another body of work aims to capture the motion of specific subjects to create detailed facial motion sequences of
high accuracy [4], or to animate avatars [20]. Our goal is
different, since we aim to analyze facial motions over a
database of different subjects performing different motions.

3. Multilinear Space of Face Identity and Expression
This section introduces the multilinear model and gives
an overview of how it can be used as prior for model fitting.
Furthermore, we introduce appropriate error measurements
to evaluate the statistical model.
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3.2. Face database

Our identity and expression space should ideally be compact, general and specific. Based on the analysis shown in
Fig. 2, we choose m2 = 30 and m3 = 7.

We use models of the BU-3DFE database [23] to build
and evaluate a multilinear model. This database captures
subjects of different ethnicities in six different expressions
in four levels each. To register this database, we use the
method of Salazar et al. [15] based on the ground truth landmarks provided with the database. To register a face scan,
this method uses a blendshape model to fit the expression
using facial landmarks. To capture the shape of the face
scan, a template deformation based on a non-rigid Iterative
Closest Point (ICP) method is used.

3.4. Multilinear Model as Statistical Prior
If we only have data of one identity (or one expression),
the multilinear model reduces to PCA. For PCA the data are
centered and a multivariate Gaussian distribution N (0, Σ)
is fitted to the data. That is, the data are rotated, such that
the major axes of N (0, Σ) are aligned with the directions
of maximal variance. The data is then normalized, such that
Σ = I. This allows the use of N (0, I) as a prior.
A face is represented as f (w), where w is the set of coefficients in PCA space. The PCA model can be fitted to a
new face scan s by finding w, such that f (w) is close to s.
This problem is commonly solved using two energy terms
that are optimized simultaneously. The first term measures
how closely f (w) resembles s. The second term measures
the negative log-probability of w with respect to N (0, I).
This choice has the disadvantage of introducing a bias towards the model mean. One way to avoid this bias is to
optimize the first energy term only while restricting w to
stay within the learned probability distribution. Ideally, this
restriction would find the best w inside a hypersphere of radius c centered at the origin. Here, the parameter c controls
the amount of variability. In practice, a simpler restriction
is to find the best w inside a centered axis-aligned hypercube of side length 2c. This restricts each component of w
independently, which allows an efficient optimization.
If we have multiple identities in multiple expressions, we
search for coefficients w2 and w3 , such that f (w2 , w3 ) is
close to s. We outline how the previously discussed method
can be extended to this scenario. Note that unlike in the
case of PCA, this is a non-linear model that treats identity
and expression spaces independently. In the following, we
focus on identity space, and similar arguments apply to expression space. If f were equal to the mean of all identities,
the multilinear model would model identity space by a standard normal distribution. However, since this is not the case
in general, letting N (µ2 , Σ2 ) denote the Gaussian fitted to
identity space, µ2 6= 0 and Σ2 6= I. In practice, we expect the distribution not to deviate too far from a standard
normal distribution. Hence, for simplicity, we set Σ2 = I.
However, setting µ2 = 0 is problematic, as 0 is a singularity in identity space: if w2 = 0, then f (w2 , w3 ) = f,
independently of the value of w3 . For this reason, we use
the correct mean in our fitting approach. As each row of
b 2 represents one identity of the training data,
the matrix U
the mean identity µ2 = w̄2 is computed as the average of
b 2 . This allows us to fit the model to the data
all rows of U
while restricting w2 to lie in the hypercube of side length
2c2 centered at w̄2 . Similarly, w3 is restricted to lie in the
hypercube of side length 2c3 centered at w̄3 .

3.3. Evaluation of Multilinear Model
We use a multilinear model to separate identity and expression for human faces. To ensure that the multilinear
model is applicable for our face data, we evaluate it for our
training database. This evaluation also allows us to pick
a number of components for identity (m2 ) and expression
(m3 ), that preserves a high amount of variability without
overfitting the training data. For this purpose, we extend
compactness, generalization and specificity [17] to the multilinear case. Fig. 2 visualizes the results. While this is
not the main contribution of our work, it provides a general
technique to evaluate a multilinear model.
Compactness measures the amount of variability of the
training data that is explained by the learned model. We
compute compactness for identity and expression space
k
l
P
P
as C (k) =
λi / λi , where k ∈ {1, 2, . . . , d2 } or
i=1

i=1

{1, 2, . . . , d3 }, l = d2 or d3 , and λi denotes for each mode
the i-th eigenvalue of A2 AT2 or A3 AT3 , respectively.
Generalization measures the ability of the model to represent data that are not part of the training. To evaluate the
identity mode we learn a multilinear model for a subset of
the training data by excluding one subject in all expressions.
We fit the multilinear model to each excluded subject, and
compare to the original model by computing the average
Euclidean vertex distances between all corresponding vertices. We perform this measurement for all subjects, and
report mean and standard deviation of the distances.
Specificity measures the similarity between reconstructions from the model and the training data. We randomly
choose 10000 samples in identity and expression space, and
reconstruct a face f (w2 , w3 ) for each sample using Eq. 1.
For each sample, we compute the minimum of the average
Euclidean vertex distance over the training data. We then
consider the mean and standard deviation over all samples.
While evaluating the identity mode, the number of expression components is fixed to 7, which gives nearly 89%
compactness. Similarly, while evaluating the expression
mode, the number of identity components is fixed to 30,
which gives 90% compactness.
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Figure 2. Compactness, generalization and specificity of identity mode (left) and expression mode (right).

Previous approaches that use the multilinear model either do not use a statistical prior [19, 7] or explore the data
distribution by introducing a regularization energy to keep
the coefficients small [21]. Unlike our fitting method, this
regularization energy introduces a bias. To the best of our
knowledge, we are the first to propose a multilinear model
fitting algorithm based on a simple search space restriction.

We define the data energy as
EDAT A =

i=1

1
n
P

kVi k2F

(3)

wij

j=1

with Vi ∈ Rn×3 . The j-th row Vi [j] ∈ R3 of Vi is
T
wij (f (w2 , w3,i ) [j] − NNj (si )) , where f (w2 , w3,i ) [j] is
the j-th vertex of f (w2 , w3,i ) and NNj (si ) is the nearest neighbor of f (w2 , w3,i ) [j] on si . We use the weight
wij ∈ {0, 1} to control if a point is considered for fitting.
To lower the influence of outliers, we only consider nearest neighbors that are closer than 10mm and with angle between the normals smaller than 90 degrees.
The regularization energy is defined as

4. Registration of Motion Data
In this section, we discuss how to register motion sequences of faces. The registration method [15] we use to
register the BU-3DFE database is computationally expensive and does not lead to a compact sequence representation.
Hence, using this method to register the motion sequences
frame by frame is too inefficient to be practical. Instead,
we propose a method to register motion sequences of faces
by using the learned multilinear model as a statistical prior.
Let s1 , · · · sk denote a sequence of k scanned frames showing a face in motion. We make some assumptions about the
motion data. First, the identity of a subject stays fixed over
a motion sequence. Second, every motion sequence starts
and ends in neutral expression. Third, expressions change
smoothly, and hence, are similar in adjacent frames. To analyze motions of faces, the sequences need to be registered
spatially and temporally.

EREG

=

1
m3

2
ne 2
kw3,1 − wne
3 k2 + kw3,k − w3 k2

k−1
P
kw3,i − w3,i+1 k22 .
+

(4)

i=1

Here, wne
3 is the vector describing the training data in neutral expression (in expression space), and it encourages the
start and endpoint of the expression curve to be close to a
neutral expression. Since E is non-linear, we need a good
initialization for the optimization.
Initialization: To fit a multilinear model to a sequence
of faces, we need a spatial initial alignment of the target
faces and the statistical model, as well as initial coefficients
w2 and w3,i . While previous methods use manual input to
find a good initialization [19, 7], our approach is fully automatic. Fig. 3 visualizes our overall approach.
We start by computing a rigid transformation for every
scan of the sequence to the coordinate system of the multilinear model. Since all sequences start in neutral expression, we first compute correspondences between the mean
ne
face f of the training data in neutral expression and the
first frame of every sequence, using the Spin image based
method of Johnson and Hebert [10].
One way to deal with wrong matches and outliers is to
use RANdom SAmple Consensus [9]. We improve the resulting rigid transformation by a few rigid ICP steps.
Using this method directly to determine the corresponne
dence between f and all frames of the sequences does not
work because the expression changes. However, since the

4.1. Spatial Registration
Since each motion sequence only shows one identity,
ideally the representation w2 should be the same for all
frames. Hence, we keep the identity weight w2 constant
per motion sequence. Furthermore, each frame si of the sequence has its own representation w3,i in expression space.
We aim to find the coefficients w2 and smoothly varying
w3,i such that f (w2 , w3,i ) is as close as possible to si .
To fit the multilinear model to a sequence s1 , · · · sk of k
face scans, we minimize the energy E : Rm2 +km3 → R
E = EDAT A + wREG EREG .

k
X

(2)

The energy E is composed of the energy EDAT A to fit the
model to the scan geometry and the energy EREG to keep
the changes between consecutive coefficients in expression
space small. The parameter wREG controls the trade-off
between the accuracy of the geometric fitting and the regularization of the m3 -dimensional curve in expression space.
4

5. Statistical Analysis of Motion Data

expression changes between consecutive frames are small,
we can also use this method to determine the transformation between all pairs of consecutive frames. This allows
us to compose the transformations, such that each frame is
aligned with the multilinear model.
After the initial spatial alignment, we compute initial
values for w2 and w3,i . We compute w2,i and w3,i for all
frames by fitting the multilinear model to si consecutively
using Eq. 3. For the first frame, we initialize w2,1 to w2 and
w3,1 to wne
3 . For all other frames, we initialize the coefficients to the result of the previous frame, since the coefficients of adjacent frames are expected to be similar. Once
all w2,i are computed, we initialize w2 to the mean of w2,i ,
since the identity stays constant across the sequence.
Neutral
Mean Spin

s1

Image +
ICP

Fitting:
In: w̄2 , wne
3
Out: w2,1 , w3,1

Spin Image

This section uses the registered motion data to perform
statistical analysis and shows two applications: motion synthesis (e.g. interpolating between given expressions, or animating a given static input scan) and expression recognition.

5.1. Motion Synthesis
One way to generate new motion sequences is to interpolate between a start and an end frame of the same subject.
For this, we select two arbitrary frames of the same subject, possibly from different (registered) motion sequences.
These frames are represented by one identity and one expression coefficient each. Let ws2 , ws3 and we2 , we3 denote the
coefficients of the start and end frames, respectively. Since
the identity is the same for both sequences, the identity coefficients ws2 and we2 are similar. Hence, the identity coefficient of the new sequence is chosen as the average of ws2
and we2 and the expression coefficients of the new motion
sequence linearly interpolate between ws3 and we3 .
A more challenging problem is to animate a static (unregistered) scan s in neutral expression to perform a specified motion sequence. This application is related to the
problem of transferring a given motion from one given subject to another that is considered in the literature [19, 7].
Note however, that our application of animating a given input scan from scratch is more challenging than performing
motion transfer as we need to find the best subject to transfer the motion from in a fully automatic way.
To synthesize a motion sequence for s, we find the subject in our registered database that performs the specified
motion sequence and that best matches s. Let w2 , w3,i denote the weights of said motion sequence. To animate s,
we fix the expression coefficient ws3,1 of s to w3,1 , initialize
the identity coefficient ws2 of s to w2 , and fit the multilinear
model to s by minimizing EDAT A (Eq. 3). The resulting
ws2 , together with w3,i , represent s in motion.
It remains to discuss how to find the sequence that best
matches s automatically. We perform the fitting described
above for each sequence with the specified motion in the
database and measure the dissimilarity of the sequence and
s as the distance between w2 and ws2 . To compute the distance, we weigh each component of identity space by the
amount of variability captured by said component (i.e. the
singular value of the mode covariance matrix). The best
match is the sequence that has the lowest dissimilarity.

sk
...

ICP
Fitting:
In: w2,k−1 , w3,k−1
Out: w2,k , w3,k

Figure 3. Overview of the initialization process.

Optimization: The energy E in Eq. 2 is non-linear.
Other works that use a similar optimization problem linearize the problem by keeping all but one coefficient fixed
and solve the system for the remaining one [19, 7, 21].
This technique does not consider the identity and expression weights simultaneously, which can lead to a solution
that is not a local minimum over the combined identity and
expression space. Since we want to find a local optimum (as
outlined in Sec. 3), we solve the non-linear problem using a
Quasi-Newton method.

4.2. Temporal Registration
After spatial registration, a motion sequence is represented by the identity coefficients w2 and the ordered set
of expression coefficients w3,i . The expression coefficients
w3,i can either be viewed as a point in Rm3 k or an expression curve in Rm3 . To perform statistical analysis on the
motion sequences, they need to be in correspondence. Since
the number of frames varies for different motion sequences,
and the maximum expression magnitude is reached at different times, uniformly resampling the motion sequences
based on the input frames does not yield a good registration. Instead, we uniformly resample the expression curve
w3,i based on its arc length. In the following, we use w3,i to
denote the coefficients of the resampled expression curves.

5.2. Expression Recognition
Since the multilinear model separates variations due to
different identity from variations due to expression changes,
expression recognition is a natural application of our shape
space. The right of Figure 1 shows a plot of the expression space obtained by performing multi-dimensional scaling (MDS). Note that different expressions form clusters.
5

We use a method to perform expression recognition of
motion sequences of faces that is designed to evaluate the
quality of the spatial and temporal registration of the motion
sequences. To this end, we classify the motion sequences
using a method to perform static 3D facial expression recognition that is based on landmarks. More specifically, we use
a sparse set of landmark positions to measure the distance
between two faces as the sum of the squared Euclidean
distances between corresponding landmarks. This distance
measure is then used in a maximum likelihood classification framework to estimate the likelihood of each expression class, as in Mpiperis et al. [13].
This method first needs to find the frame of the sequence
that exhibits the highest level of expression, and second
uses landmark positions on this frame for the classification.
Since each motion sequence is registered temporally, the
frame with the highest expression level can be found as the
mid-point of the expression curve. Furthermore, since each
frame is registered spatially, the extraction of a predefined
set of landmarks is straightforward.
Note that while this simple method is designed to evaluate the quality of the spatial and temporal registration, we
will show that it leads to results that are comparable to stateof-the-art dynamic expression recognition techniques.

Additionally, we visually check the similarity between
the registered faces and the scans. Fig. 5 shows the comparison for different identities. The identities are chosen to
be of different ethnicities, and for each example, a different
expression is performed. Note that the overall shape of the
registered faces is similar to the scans and that the expressions are captured well.
The energy E is not sensitive to the choice of wREG .
Even if this parameter is varied within a big range (between
50 and 500), the error and the visual quality of the registration result does not change much. Based on our experiments, we choose wREG = 200 to register all sequences.
While the overall quality of the registration result is
good, the algorithm has some limitations. Computing the
initial alignment fails for 4 (0.8%) sequences. One reason are strong geometric differences of consecutive frames,
caused by scanner noise (left of Fig. 6). Another problem
occurs while initializing w3,i . For 72 (14.4%) motion sequences, the tracking of the mouth is lost during the motion. One reason are large expression differences between
consecutive face scans (right of Fig. 6). This mainly occurs
for motion sequences of the surprise expression. Here, the
opening of the mouth is performed fast (compared to the
frame rate of the scanner) and therefore, the nearest neighbor search gets wrong matches. One possible solution is
using automatically detected keypoints [15] for the initialization of w3,i .

6. Evaluation
This section evaluates the statistical analysis of the
motion data. The supplementary material contains additional results and a comparison with a deformable ICP
method [15]. The motion data are chosen from the BU4DFE database [22], which captures motion data of 101
subjects of different ethnicities, performing the same expressions that were used to train the multilinear model.
Each subject performs 6 facial expressions (Anger, Disgust,
Fear, Happiness, Sadness and Surprise), starting from a neutral appearance, going to high intensity and back to neutral.
Since several sequences do not start in a neutral appearance,
and therefore violate one of our assumptions, we remove
them manually. We use the remaining 500 sequences in
our experiments. For the fitting, we choose c2 = 3 and
c3 = 1.5. We implemented our approach in C++, using
OpenCV [14], ANN [3] and LBFGSB [12].
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Figure 4. Mean error and standard deviation per vertex in mm.

6.2. Temporal Registration
To evaluate the quality of the temporal registration, we
first show for one sequence the MDS plot of the expression curve (Fig. 7). The red points show results of the spatial registration according to the original frame numbers.
The black points represent faces of the resampled curve after the temporal registration. While the maximum amount
of the expression is reached early for the original motion
(around frame 40), the expression of the resampled curve is
smoother and reaches its maximum close to the mid-point
of the curve (frame 50). This mid-point coincides with the
peak of the expression curve.
Fig. 8 shows the result of registering two motion sequences of the same expression. The left shows the spatial
registration result uniformly sampled according to the frame
number. Based on the original frame number, corresponding frames do not correspond to the same amount of expression. The right shows the temporally registered result.

6.1. Spatial Registration
To evaluate the spatial registration, we compare the result of the fitting with the scans of the sequence. For each
registered face we measure the distance between each vertex and its nearest neighbor on s. The left of Fig. 4 shows for
each vertex the mean of these distances over all registered
faces, and the right shows the standard deviation. Note that
the mean is lower than 2 mm at each vertex. The higher
error values are mainly reached at the boundary of the face.
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6.3. Motion Synthesis
We first show results for motion interpolation. To get a
significant expression change in the new motion sequence,
we select two frames with high expression from different
motion sequences of the same subject, and use these frames
as input. Fig. 9 shows two examples of new uniformly sampled motion sequences. For both cases, the start and end of
the new motion sequence is similar to the chosen start and
end frames, and the deformation over time looks realistic.
Figure 5. Face scans of motion sequences and registration results.
From top to bottom: Surprise, Sad, Disgust.

Figure 6. Challenging models of the BU-4DFE database.
Figure 9. Motion interpolation. Top: disgust to happy. Bottom:
sad to happy.

Second, we show results for synthesizing motion sequences for a static input scan from scratch. As input, we use scans of different subjects of the Bosphorus database [16], which captures static scans of different
subjects performing different facial expressions. While it
would be possible to use the method described in Sec. 4
to establish the initial alignment, we use the provided landmarks to remove one possible source of error. Fig. 10 shows
the target faces of two identities and uniformly sampled
frames of the synthesized motion for the expressions happy
and sad. For both examples the fitting result is similar to the
target face and the synthesized motion looks realistic.

6.4. Expression Recognition

Figure 7. MDS plot of expression curve. Red points: registered
frames of original sequence. Black points: resampled sequence.

The expression recognition experiment considers the expressions happy, sad, and surprise, and is compared to
state-of-the-art methods. We use the BU-3DFE database
for training, and perform expression recognition on all
successfully registered motion sequences of the BU-4DFE
database. Our overall classification rate is 91.87%, while

Here, both motion sequences reach their maximum amount
of expression at the middle of the sequence. Furthermore,
all frames have a corresponding amount of expression.
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Figure 10. Motion synthesis. Left: scan. Right: synthesized motion. Top: happy. Bottom: sad.

the dynamic facial expression recognition techniques by Le
et al. [11] and by Fang et al. [8] achieve classification rates
of 92.22% and 95.75%, respectively. In contrast to our
method, both techniques extract motion features from the
4D data for both training and classification. Note that the
classification rate of our method is comparable to state-ofthe-art methods, which indicates that the spatial and temporal registration of the motion sequences is of high quality.

7. Conclusion
In this work, we proposed a general technique to statistically analyze face shapes in motion and demonstrated its
use for two applications: motion synthesis and expression
recognition. We obtained realistic synthesized motions for
different static face scans, and achieved a classification rate
that is comparable to state-of-the-art techniques. We used a
multilinear model to represent the identity of a motion sequence by one vector of coefficients, and the performed expression by a high-dimensional curve. To build a statistical
model, we used a database of motion sequences of 3D face
scans. We presented a fully automatic approach to solve the
challenging task of registering these motion sequences. Our
future plan is to apply our statistical model to other tasks.
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